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Hayes et al. (2026) argue that clinical psychology is stalled by an “ergodic error”, the application
of group-level statistics to individuals, and propose idionomic analysis as the remedy. We agree
that pooled associations do not need to describe individuals and that treatment effects vary
between people, but the proposed remedy does not answer the clinical question. Personalizing
treatment is a causal problem, yet Hayes et al. never state which causal quantity, or estimand,
they target. Their evidence consists of observational within-person associations, which cannot
separate effects from confounding that varies over time. Applied to observational data, none of
the recommended methods can identify a causal effect. Non-ergodicity shows only that pooled
and individual associations may differ, not that causal effects do. The reported heterogeneity is
also questionable, in part because person-level estimates from short series are imprecise. The
reliability Hayes et al. cite against this concern describes person means rather than within-
person variation, and the statistics summarizing heterogeneity have not been adequately
checked against simulated data in which there is no heterogeneity. Designs that randomize
treatment within or between persons can target person-level and conditional effects, within
limits set by carryover and irreversible change. Rather than the proposed idionomic revolution,
clinical psychology needs to join the causal revolution, in which the estimand is stated before
the data are analyzed.

Keywords: Causal inference, Estimands, Idiographic analysis, Treatment effect heterogeneity,
N-of-1 trials

Hayes et al. (2026) argue that clinical psychology has stalled because it applies “ensemble-
level statistics” (p. 1) to particular people without testing the conditions that would justify the
inference, and they propose idionomic analysis as the remedy: modeling each person’s processes
first, then generalizing from the person-level effects. They make several important observations.
Pooled associations can fail to describe any given individual, and although causal effects typically
vary between people when appropriately examined, their prediction intervals are rarely reported
(Bolger et al.,, 2019; Borenstein et al., 2017).

Personalizing treatment requires two things: a causal quantity that answers the clinical
question, and an estimate of it precise enough to guide the choice of treatment. The idionomic
program as proposed provides neither. Hayes et al.’s central empirical claim rests on heterogeneity

in observational within-person associations, while the conclusion concerns heterogeneity in causal
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effects, and nothing they present supports the latter. Their second, descriptive claim, that individ-
uals’ associations differ as much as reported, is also unsupported. The person-level estimates are
imprecise, and the heterogeneity statistics calculated from them have not been adequately checked
against data without heterogeneity.

Though we disagree with Hayes et al's analysis, their vignette is informative. A clinician asks
a client to give three ratings a day on four personally relevant items for 14 consecutive days,
and finds that for this client experiential avoidance predicts sadness while valued action does not
predict improved mood, and adjusts the treatment plan accordingly (Hayes et al., 2026, p. 10). Three
questions decide whether that adjustment is warranted: what quantity the clinician needs, whether
42 occasions (three a day for 14 days) of observational data identify it, and whether they estimate
it precisely enough to improve on the average. The second is a question of identification: can a

causal quantity be determined from these data?

1 The estimand is never defined

The estimand is the target quantity of interest, and it should be stated before an estimator, such as
a statistical model, is chosen (Kahan & Devane, 2026; Lundberg et al., 2021). Hayes et al.s paper is
about personalizing intervention, which is a claim about individual treatment effects. Four distinct
target quantities appear without being distinguished. We write Y;(1) and Y;(0) for the outcomes
person ¢ would have with and without treatment, Y, for the same on occasion ¢, and E for an

average over persons, or over occasions when subscripted with ¢:

1. The average treatment effect (ATE), E[Y;(1) — Y;(0)], identified by randomizing per-
sons in an RCT and pooling the individual results.

2. The conditional average treatment effect (CATE), E[Y;(1) — Y;(0) | X, = z], for per-
sons who share the characteristics x, such as baseline severity or age.

3. The individual average treatment effect iATE), E,[Y;,(1) — Y;,(0)], averaged over one
person’s occasions.

4. The within-person association (3; estimated by i-ARIMAX, which is not a causal

estimand.

Hayes et al. demonstrate dispersion in 3, and conclude that the ATE is unfit for decisions about
individuals, without saying whether the CATE or the iATE should replace it. A paper arguing that
the field targets the wrong quantity is the last place to leave the target undefined. The vignette
makes the gap concrete. The clinician needs the iATE, the effect of reducing avoidance on this
client’s sadness. What the vignette’s data deliver is 3;, from 42 observational ratings.

In the vignette, Y;,(1) and Y, (0) are the client’s sadness on occasion ¢ under an avoidance-
targeted intervention and under a comparison condition. On any one occasion only one of the
two can be observed, which is the fundamental problem of causal inference (Holland, 1986). The
average across occasions is nonetheless identified when the two conditions are randomized across
occasions and their effects do not carry over from one occasion to the next, a condition we return
to below.

Where an intervention’s effect persists after it ends, the iATE is identified for the person only
under an assumption about how their untreated course would have continued, which their own
data cannot check, and the target that randomization can identify is the CATE: the expected effect
among patients who share this client’s characteristics. Predictive approaches to heterogeneous

treatment effects target this quantity (Kent et al., 2018; Kent et al., 2020), and psychotherapy
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research has its own examples, such as the Personalized Advantage Index, which estimates it
from treatment-by-covariate interactions in randomized trials (DeRubeis et al., 2014). Hayes et
al. acknowledge that such matching improves outcomes but argue that it hits a ceiling, because
the average gains of personalized care are small and prediction rules often fail to replicate (p. 13).
Whether idionomically guided treatment does better is itself a causal question about groups,

answerable by randomizing patients to idionomically guided or standard treatment.

2 The proposed methods have no identification strategy

Hayes et al. describe ARIMAX as estimating contemporaneous within-person links while “con-
trolling trends and autocorrelation” (p. 11). Modeling trends, differencing, and moving-average
structure corrects the error structure of the regression, and differencing removes confounding by
shared trends. It does nothing about confounding that changes from occasion to occasion, which is
the kind at issue here. Using a person as their own control can remove time-invariant confounders
(Rohrer & Murayama, 2023), but it does not address confounders that vary from day to day within
the person, such as sleep, stress, interpersonal conflict, medication changes, and life events.

Using ARIMAX, Hayes et al. show that associations differ across people not only in magnitude
but in direction. Opposite directions across people is compatible with causal effect heterogeneity,
but it is equally compatible with confounding that differs in size or direction from person to person,
and ARIMAX cannot distinguish them. Hayes et al. do not discuss this alternative. Suppose valued
action reduces sadness equally for everyone. Person A’s valued-action ratings are highest on the
days they spend with a seriously ill parent, because being there is what they value, and those
are their saddest days. That confounding is positive and larger than the effect, so their observed
coefficient is positive. Person B does not experience such events, so theirs is negative. The coeffi-
cients have opposite signs but the causal effect is identical.

The other methods in Table 1 of Hayes et al. do not change this. Boruta and its variants rank
predictors by random-forest variable importance (Kursa & Rudnicki, 2010), which carries no causal
interpretation (Zhao & Hastie, 2021) and is unstable when predictors are correlated (Strobl et al.,
2007). GIMME and S-GIMME select paths by stepwise search on modification indices (Gates et al.,
2017; Gates & Molenaar, 2012) and then report uncertainty as though the model had been specified
in advance (Berk et al., 2013). mlVAR is a descriptive network model (Bringmann et al., 2013)
whose parameters do not support causal hypotheses without further assumptions (Ryan et al.,
2022). GSOM has no outcome variable (Alahakoon et al., 2000), PECAN and PLAN elicit perceived
rather than demonstrated causal structure (Klintwall et al., 2023), and idionomic RE-MA pools the
i-ARIMAX coefficients and inherits whatever they identify (Sahdra et al., 2024). In the tsBoruta
tutorial, Sahdra et al. (2026) state that their findings describe how processes vary naturally rather
than how they respond to manipulation, and call for micro-randomized or single-case experimental
designs to verify that changing a target changes the outcome. They nonetheless define a process
of change as a statistically significant predictor and report that targeting three processes could
benefit 52 of 54 participants. Hayes et al. include the method in their proposal without the caveat
stated by Sahdra et al. (2026).

The vocabulary in Hayes et al. includes terminology like “process of change,” “process-to-
outcome link,” and “determinant” These carry causal content while the formal claims remain
associational, which leaves the causal inference implicit and its assumptions unexamined, to the

detriment of scientific advance (Grosz et al., 2020). Assumptions that are never stated cannot
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be examined, and the clinical recommendations are stated as though the causal effect had been
established.

3 Non-ergodicity is not effect heterogeneity

Hayes et al. attribute the stall in clinical psychology to an “ergodic error.” A collection of persons is
ergodic when each person’s observed process is stationary and identical across people (Molenaar,
2004). When these conditions hold, statistics computed across people at one occasion recover what
following one person over time would give. Where the conditions fail, pooled associations need
not describe individual associations (Fisher et al., 2018). This is correct, but it establishes only that
they may fail to, not that they do or by how much. Moreover, both kinds of statistic are averages
of an observed process, and neither says what would happen to a person under intervention.
Heterogeneity in causal effects, the quantity the clinical argument requires, is not established by
non-ergodicity.

Nor is the ergodic error needed to explain the stall. Mediation, which Hayes et al. list among
the areas it has damaged, has a simpler diagnosis. Under the standard design, the indirect effect is
identified only if the treatment and the mediator are each unconfounded given the same covariates,
an assumption that does not follow from treatment randomization alone (Imai et al., 2010; Imai et
al., 2011). Almost 20 years ago, Dunn & Bentall (2007) warned that causal assumptions are rarely
stated, leaving thousands of mediation studies “of unknown and questionable value” (p. 4743).
Lemmens et al. (2016) reviewed 35 studies of mediators in psychotherapy for depression against
the criteria of Kazdin (2007). None met all six, and none manipulated the mediator experimentally.
Their conclusion, that the central difficulty is “demonstrating the causal relation between change
in the mediator and change in depressive symptoms,” names an identification failure, and none
of it turns on ergodicity. Hayes et al. nonetheless propose ensemble-level mediational findings as

Bayesian priors for person-level analysis, where they would pass their confounding on.

4 How much heterogeneity is there to explain?

Setting aside the causal issues, the paper makes a descriptive claim: that associations between
processes and outcomes differ across individuals by a specific degree. Their Figure 2 is the central
example, showing person-level associations between worrying that positive emotions are fading
and happiness in 151 participants. If this magnitude is of importance, it is critical that it is correctly
estimated and reported. However, the reported heterogeneity of person-level estimates combines
real differences with estimation error, and the error is large at the series lengths the paper
recommends. It is therefore unlikely that the degree of heterogeneity is accurately described by the
proposed methods. The reliability evidence offered against this concern measures something else.

Hayes et al. write that “single- or few-item process and outcome measures have demonstrated
excellent within-person reliability (ICC(2) commonly >0.90)” (p. 11), citing several papers. One
reference is Sahdra et al. (2024), who report ICC(2) values of .92 to .95. But it is the reliability of the
person means, not of within-person variation (LeBreton & Senter, 2008). ICC(2) is the between-
person quantity ICC(1) scaled to the reliability of the mean by averaging over the repeated
measurements, in this case around 20 to 25 per person, which is why it is high even when single-
occasion reliability is modest (Cranford et al., 2006). The ICC(1) reported by Sahdra et al. (2024)
ranges from .34 to .44 and implies that .56 to .66 of the variation lies within persons. That variance
mixes true momentary change with measurement error and is the variation the idiographic models
actually analyze (Cranford et al., 2006). A between-person mean reliability has been erroneously
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relabeled by Hayes et al. as within-person reliability. Comparable person-level reliability indices
range from .27 to .35 when using 15 measurements (Rohrer et al., 2024). Advice built on estimates
with such high levels of noise need not beat advice built on the average (Rohrer et al., 2024).
Hayes et al's 7 is the between-person standard deviation of the underlying person-level
coefficients. It is estimated by subtracting the average within-person sampling variance from the
observed variance of person-level estimates and taking the square root. But the estimate is only as
good as the standard errors fed into it, and those come from auto.arima, which selects a model
and then reports uncertainty as though it had been fixed in advance (Berk et al., 2013). Standard
errors that are too small leave too little to subtract, so 7, I2, and the prediction interval are all
inflated. The same standard errors underlie Figure 2 of Hayes et al., where 58 of 151 participants
show significant person-level effects, 38 of them opposite in direction to the average estimate. If
everyone shared the average effect, at most about four significant results in the opposite direction
would be expected at a = .05. With correct standard errors, the 38 participants with opposite
direction could not be due to sampling error, but whether the standard errors are correct was not
evaluated in that study. Running the analysis with data simulated without heterogeneity and with
realistic autocorrelation, series lengths, and item bounds would show how much of the count arises
without any real heterogeneity. Sanford et al. (2022) ran such a check for the multilevel model on
a single simulated dataset, whereas estimating how often a method reports heterogeneity that is
not there requires hundreds of replicated datasets (Morris et al., 2019). The meta-analytic second
step of i-ARIMAX is never run on those data. They run it only on empirical data, where the true

heterogeneity is unknown, so their # and I? are never compared with a known value.

5 An idionomic program with an identification strategy

The problem Hayes et al. pose, estimating within-person effects from intensive longitudinal data
when confounders vary over time, has an extensive literature that the paper does not engage
with. N-of-1 randomized trials, which Hayes et al. mention approvingly and then set aside in
favor of observational modeling, identify the iATE by randomizing the person’s own treatment
(Lillie et al., 2011). Micro-randomized trials randomize intervention delivery at each decision point
and identify proximal effects averaged over people, and how those effects vary with time-varying
context (Klasnja et al., 2015). Where randomization is impossible, g-methods and marginal struc-
tural models target contrasts between treatment histories, under assumptions that must be named,
defended, and probed for fragility (Hernan & Robins, 2020; Robins et al., 2000). Where treatment is
randomized within persons, effect heterogeneity is estimable and often found (Bolger et al., 2019;
Haaf & Rouder, 2019; Vuorre et al., 2024).

In the vignette, the clinician could randomize days on which the client practices an avoidance-
targeted skill against days on which they practice a comparison skill. The contrast in sadness would
estimate the iATE for this client, with confounders such as sleep balanced by design rather than
modeled. This is the alternating-treatments design that Hayes et al. themselves cite (Barlow &
Hayes, 1979), and it works only if the skill’s effect fades before the next assignment period.

That condition excludes much of psychotherapy. Exposure, cognitive restructuring, and new
relational patterns work through learning that is cumulative, delayed, and cannot be withdrawn.
Randomizing when a component is introduced, as in randomized multiple-baseline designs
(Kratochwill & Levin, 2010), identifies the effect of introducing it, with the untreated course extrap-
olated from baseline. Sequential multiple-assignment randomized trials (Murphy, 2005) identify
good adaptive treatment rules for people with similar characteristics as this client, a version of the
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CATE, rather than effects for this particular client. For a treatment that cannot be withdrawn, no
design shows what would have happened to this client without it. That is the fundamental problem
of causal inference, not a shortcoming of any method, and it constrains the idionomic program as
much as the designs proposed here.

6 Recommendations

1. State the estimand before choosing an estimator, name the assumptions under which a
coefficient may be interpreted causally, and report how much unmeasured confound-
ing would overturn the conclusion. Drawing and sharing directed acyclic graphs is
a useful addition to the researcher toolkit (Lipsky & Greenland, 2022; Tennant et al.,
2021).

2. Collect intensive longitudinal process data inside randomized trials, use n-of-1 and
micro-randomized designs where within-person causal claims are wanted and effects
are reversible, and use randomized multiple-baseline or sequential designs where they
are not.

3. Report 7 and prediction intervals alongside pooled effects, and state what quantity
they summarize: over randomized within-person contrasts they describe variation in
effects, over observational coefficients only variation in associations.

4. Before applying an analysis procedure to real data, evaluate the whole procedure using
many replicated simulated datasets that match the properties of the data it will be
applied to (Morris et al., 2019), and include a homogeneous null to show that it does
not manufacture heterogeneity.

5. Report reliability at the two levels the analysis depends on: for the observations, the
reliability of within-person change, not the ICC(2) of person means (Cranford et al.,
2006); for the person-level estimates, their reliability, and what fraction of their spread

is estimation error.

The idionomic program acknowledges what clinicians want to know: what is expected to work
for this person rather than for the average person. Yet Hayes et al. never state that as a formal
question, and consequently the proposed methods answer a different one. Moving the analysis
from the group-level to the person-level changes which associations are estimated, but it does not
turn an association into an effect, and it does not make a short series or noisy estimate precise.
Those problems are addressed by design and identification of a causal estimand rather than by
level of analysis.

Clinical psychology and the idionomic program need a revolution, but not a new one. They

need to join the causal revolution, in which the estimand is stated before the data are analyzed.
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